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Abstract 
The aim of this work is to improve the accuracy of our spoken 
broadcast transcription system in the task of Czech parliament 
speeches recognition. To achieve this goal, we propose several 
approaches for adaptation of both acoustic and language 
models of our system: a new two step unsupervised speaker 
adaptation strategy is presented to improve the former model 
while the latter one is created from a text corpus mixed 
properly from both general (2.6 GB of Czech newspaper texts) 
and domain specific data (181 MB of parliament speeches). 
Our experimental results show that the combination of both 
adaptation approaches leads to near 30% relative reduction of 
WER in comparison with the baseline speaker independent 
(SI) system operating with a general language model. 

1. Introduction 
Systems for automatic transcription of spoken data streams 
have been attracted much attention over the last few years and 
recently, many systems have been developed for major 
languages like English [1] or Japanese [2].  

 The biggest limitation in the practical usage of these 
systems is the fact that their speech recognition unit is often 
formed by a large vocabulary continuous speech recognition 
(LVCSR) system, which uses Hidden Markov Models 
(HMMs) for acoustic modeling and n-gram based language 
model. That means that they perform well only when a) the 
corpora used for the language model training corresponds to 
the given task and b) there is not any big acoustic mismatch 
between the given testing stream and the training speech 
database. Several approaches based on different types of 
adaptation have been proposed to overcome this problem. For 
example in [3], both acoustic and language models are adapted 
to improve results of a general Japanese LVCSR in the task of 
sports game recognition.  

Also our recently developed system for transcription of 
Czech broadcast [4] performs well on the Czech part of 
European COST Broadcast News Database, because its 
acoustic model is trained mainly on radio and TV news 
recordings and its language model is estimated from a large 
corpus of Czech newspaper texts. However in some other 
domains like parliament debates, which have become very 
attractive nowadays, the transcription accuracy is worse, 
because speech from parliament debates differs significantly 
from that of news. The number of speakers is larger compared 
to typical news programs, though it is constant. The members 
of parliament are not professional speakers as those in radio 
and TV stations. Usually, political speech is more expressive, 
it has to persuade the listeners rather than to inform them. It is 

read speech only rarely; more often it is spontaneous talk with 
frequent speaking errors and hesitations. Also the acoustic 
environment of the parliament premises is much worse 
compared to news studio and the lexicon and the speech style 
of individual speakers differs much from news texts.  

All these facts make the task more challenging and 
motivated us to propose approach based on adaptation of both 
acoustic and language models to improve the transcription 
accuracy in parliament speeches.  

This paper is structured as follows: The next section is 
focused on the brief description of the baseline spoken 
broadcast transcription system. In section 3, we describe the 
testing database and results of baseline experiments. Our 
approach used for adaptation of the general language model 
together with experimental results is described in section 4 
and a new two step unsupervised strategy for adaptation of 
the acoustic model is proposed and evaluated in section 5. 
The conclusion is given in the last section number 6. 

2. Baseline system for spoken broadcast 
transcription 

Our transcription system consists of several processing 
blocks, as shown in Figure 1.  

2.1. Signal processing and segmentation 

At first, the acoustic signal is captured either by standard 
sound card or by a TV/radio card. It is sampled at 16 kHz/16 
bit rate. Parameterization is done 100 times per second within 
25 ms long frames. Each frame is represented by 40 features - 
39 MFCC parameters and log energy. The latter is used only 
for identifying speech activity. After that, the captured stream 
is split into acoustically homogeneous segments [5]. Speaker 
turns and TV jingles boundaries are searched for. 

2.2. Acoustic models 

For acoustic modeling, we utilize the fact that a lot of the 
same speakers are often occurring in broadcast programs. 
Recently, we have a database of 120 such speakers. Each is 
represented by a Gaussian Mixture Model (GMM) and a 
speaker depended (SD) HMMs of Czech context independent 
phones and several noises. Both types of models are built 
offline in the stage of system training.  

The HMMs are created by the MLLR [8] based 
adaptation of mean vectors. We use gender dependent (GD) 
models - rather than general SI models – as prior sources. 
These GD models are trained offline in several iterations of 
the standard EM algorithm and they may have different 
numbers of Gaussian components due to this reason. This 
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Figure 1:  The scheme of the baseline broadcast transcription system 

number depends for each acoustic model on the available 
amount of gender specific training data. The training speech 
database contains 37 hours of radio and TV recordings. 

2.3. Speaker recognition module 

In the next module of the transcription system, speaker 
recognition/verification is performed in two stages. At first, 
the GMM matching procedure makes an ordered list of 
candidates. After that, the identity of the top candidate is 
verified using the Universal Background Model (UBM) and 
when the candidate is accepted, his or her SA model can be 
used for speech recognition. For the rejected speakers we get 
at least the information about his/her gender and we can use 
the corresponding gender dependent model. 

2.4. Language model and lexicon 

The language model of the system is based on smoothed 
bigrams. Czech as an inflective language needs a huge text 
corpus to estimate the bigram probabilities, so our recently 
collected corpus consists of 2.6 GB plain text data, mainly 
from Czech newspapers.  

Even though we aimed at making the lexicon compact and 
optimized both for the size and the OOV rate, we found 
several good reasons for adding multi-word items to the 
lexicon. These multi-word entries included: 
• Collocations, words that appear together rather than 

separately. 
• Frequent co-occurrence of prepositions and following 

word. This often helps the decoder to distinguish between 
a short (non-syllabical) preposition and noise. 

• Frequent word pairs for which pronunciation 
significantly differs compared to the case when they 
appear separately. 

Czech pronunciation is rather straightforward and can be 
derived by about 200 phonological rules. These could be 
applied for the majority of the lexicon items. However, words 
with foreign origin had to transcribed manually. For 20,000 
most frequent words we added also alternative phonetic 
transcriptions. The final version of the lexicon contains 
312,544 words (with 331,473 pronunciation variants) and this 
(general-purpose) lexicon will be further referred as Lex312k. 

2.5. Speech decoding module  

The decoder is based on the time synchronous one-pass 
Viterbi search. Its parameters, i.e. the number of word-end 
hypotheses, pruning, etc, had been optimized earlier on the 
development data and remained constant for all experiments. 

2.6. Post processing module 

The recognizer produces a string of the most 
probable words for each speech segment. A set of 
automatically learned rules is used to insert 
punctuation marks (periods and commas) into the 
word stream and to form one or more sentence from 
the utterance. Though this post processing is far 
from being called perfect, it makes the transcription 
more readable.  

3. Testing database and baseline 
results 

In all experiments described in this paper, we used 2 hours 
long stream of parliament dabates. This stream was split 
manually into 225 segments, each containing a single 
speaker’s utterance. The length of individual utterances varyed 
from a single word (like "Thanks") to 191 words. The total 
number of testing words was 13,624. To make the LM training 
data and test data completely independent, the transcriptions 
of the test utterances were removed from the parliament 
corpus. 

In the first experiment, we passed the data to the 
unmodififed transcription system as it was developed for the 
broadcast news task (i.e. with the general-purpose lexicon and 
corresponding bigram LM) except that we used just speaker 
independent acoustic models. We obtained a WER value of 
32.41 %. 

4.  Language model adaptation 
The adaptation of the language model is based on the usage of 
a domain specific text corpus containing 0.18 GB of 
parliament debates.  

The first natural idea was to create a domain specific LM 
entirely from the parliament text corpus. After we did it and 
tested it we obtained WER of 31.46 %. i.e. a slight 
improvement in comparison with the baseline system. 

A more sophisticated approach was based on mixing of 
both the corpora: the original one with the parliament one. 
Because their sizes differed ten times (2.6 GB of news text vs. 
0.18 GB of parliament text), a proper weighting scheme had to 
be introduced. The bigram counts were mixed as: 

 1 1 1( | ) ( | ) ( | )n n orig n n par n nc w w c w w c w wα− − −= +  (1)        

and  the unigram counts in a similar way as: 

 ( ) ( ) ( )n orig n par nc w c w c wα= +  (2)        

where ()origc are counts in the original corpus, ()parc are 

counts in the parliament corpus, ()c are new counts and α  is 
the mixing weight. A robust LM smoothing technique was 
applied then. We used approach introduced by Witten and 
Bell [7] as the primary method.  

Experimental results for different values of α are shown 
in Table 1. In all experiments presented in this chapter, we 
used unadapted speaker independent (SI) acoustic models. 
From the results, we can see that the mixing of the two 
corpora gets fairly effective when the smaller size of the 
domain specific data  is compensated by the weighting factor 
of the order of 10. 
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Table 1: Results for different language models                    
and different corpora weights  

language model word error rate[%] 
original only, i.e. α  = 0 32.41 

Parliament only  31.64 
Mixed, α  = 2 28.78 
Mixed, α  = 4 28.40 
Mixed, α  = 8 28.22 

Mixed, α  = 16 28.32 

4.1. Lexicon modification 

The Lex312k was created for the broadcast news task which 
is much broader in its scope compared to the parliament 
domain. Therefore we hoped that some words could be 
removed from the lexicon without any impact to the system 
performance.  In the first experiment, all words that were not 
seen in the parliament corpus were removed from the 
Lex312k. The new lexicon had 154,463 items and will be 
referred as to Lex154k.  

It is known, that the parliament community has topic 
specific language and vocabulary. We found several 
thousands of words in the parliament corpus missing in the 
basic lexicon. About 250 of them had frequency higher than 
50 and these were included to the Lex154k to make a new 
lexicon called Lex155k. Several experiments have been run 
with these two adapted lexicons. From the the results in Table 
2 we can observe that the general-purpose lexicon can be 
optimized to an almost half size. In spite of the slightly higher 
OOV rate, the WER value was reduced by 0.7 %. 

Table 2: Word error rate and OOV for different lexicons  

Lexicon and language model WER [%] OOV [%]
Lex312k, Mixed LM with α  = 8 28.22 1.13 
Lex154k, Mixed LM with α = 8 27.82 1.39 
Lex155k, Mixed LM with α  = 8 27.56 1.22 

 
The smaller lexicon had also a positive impact on the 

recognition speed. For Lex155k, the transcription took only 
65 % of the computation time needed by the baseline system. 

5. Acoustic model adaptation 
The proposed approach for acoustic model adaptation is two-
step and unsupervised and it is derived from the original 
acoustic modeling scheme described in section 2. It is also 
based on utilization of offline trained SD models and speaker 
identification, but speaker verification is not performed in this 
case, because any SD models are not available for speakers 
occurring in parliament debates. Instead of that, we use model 
combination to create proper model for each segment. 

5.1. The first adaptation step 

The initial part of the first adaptation step is speaker and 
gender identification. At first, for the given speech segment, a 
likelihood score is calculated for each of the key speakers 
represented by their GMMs. Since we already have the scores 
for all training speakers, we can average these scores for both 

gender groups and identify the group with the higher value. 
This simple but effective approach leads to 98 % correctly 
recognized speaker gender. Then we utilize the scores from 
speaker identification for forming the cohorts of the nearest 
speakers. We chose N speakers with the highest scores and the 
same gender as it was identified in the previous step. The 
constraint on the same gender is not only natural but also 
practical because the two genders differ in the number of 
Gaussian components in each state (as explained in 2.2).  

Model combination follows based on linear combination 
of mean vectors belonging to the N key speakers who form 
the cohort. Variances and mixture weights are copied from 
the corresponding GD model without any modification. At 
first, the speakers in the cohort are sorted in ascendant order 
according to their likelihood scores obtained in speaker 
identification and then only one global weight is calculated 
for the n-th speaker as 

 
1

/
N

n

j
n jλ

=

= ∑  (3) 

The numerator in Eq. (3) ensures that the mean vectors of 
the nearest speaker will have N-times higher weight than 
those of the most distant speaker. The sum in the denominator 
ensures that

1
1N n

n
λ

=
=∑  and 0nλ ≥ for all n. After this online 

model combination step, the adapted model is used to create 
the phonetic transcription of the given segment in the first 
speech recognition pass. 

5.2. The second adaptation step 

In the second adaptation step, we utilize the recognized 
phonetic transcription of each segment to estimate more 
accurate weights for better combination of means. Variances 
and mixture weights are again copied from the corresponding 
GD model, because the adaptation is unsupervised and we do 
not have enough accurate data to update them. This time, we 
do not estimate only one global weigh, but all mixtures of all 
acoustic models are split into a binary regression tree and 
during adaptation, the tree can be searched down from the 
root towards the leaves while calculating the transformations 
only for those nodes where sufficient amount of the 
adaptation data is available. The adapted mean vector of the 
m-th Gaussian component mµ  belonging to the given 
regression class can be expressed as: 

 m m=µ M λ , (4) 

where 1 1[ , ,..., ]N
m m m m=M µ µ µ  is the matrix of N cohort 

speakers, n
mµ  is the mean vector of the n-th cohort speaker 

and λ  is the estimated vector of weights. 
We use ML estimation to find λ . Given the sequence of 

adaptation observations 1 2[ , ,..., ]T=X x x x , where T is the 
number of frames, and assuming that all observations are 
independent, the goal is to find λ  according to 

 
1 1

arg max{ log ( | )}
M T

t
m t

p
= =
∑∑

λ
x λ  (5) 

where M is the number of all Gaussian components associated 
with tx . The complex solution of (5) can be found in [8]. 
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5.3. Experimental results 

In all experiments described in this section, we used the 
adapted language model (α = 8) together with the lexicon 
Lex155k. The baseline value of WER was 27.82% (see also 
Tab. 2.). In the first experiment, we used a) the GD models 
according to results from gender identification and b) the 
model combination approach (described in section 5.1) for 
different number of cohort speakers. The results are 
summarized in Table 3. 

Table 3: Results for different acoustic models after the first 
adaptation step 

acoustic models word error rate[%] 

gender dependent 25.67 

adapted, N = 5 25.59 

adapted, N = 10 25.21 

adapted, N = 15 25.03 

adapted, N = 20 24.97 

adapted, N = 30 24.95 

adapted, N = 40 24.97 

 
From Table 3., it is evident that the biggest improvement 

of the WER was reached by the use of GD models (from 
27.82% to 25.76%). The model combination approach added 
smaller, but still statistically significant improvement – 
mainly for higher values of N. It is because in the first step, 
there is not available any information about the sequence of 
phonemes in the signal so the adaptation can be based only on 
a prior information or results from speaker recognition. On 
the other side, this adaptation is very fast and can be 
performed online. 

The last experiment (Tab. 4.) is focused on the second 
adaptation step. The recognized phonetic transcription of each 
segment was used a) to calculate more accurate weights for 
model combination as described in section 5.2 and b) for 
unsupervised adaptation based on MLLR. In the former case, 
the value of N was the same as in the first step. After both 
types of adaptation, the final adapted model was used for the 
second speech recognition pass. 

Table 4: Values of WER in [%] after the second adaptation 
and recognition pass 

value of N 
in the first pass 5 10 15 20 30 40 

the MLLR method 24.80 24.59 24.34 24.4 24.21 24.15
ML based model 

combination  
(with the same N) 

24.90 24.4 24.1 23.74 23.5 23.14

 
The results of this experiment show that the proposed 

model combination method performs better than the MLLR 
method. The WER improvement against the first recognition 
pass (Tab. 3) is significant mainly for higher values of N. It is 
because in this case, the system had the biggest possibility to 
create a suitable acoustic model: a lot of cohort speakers were 
selected from the database while their weights could be set by 
ML estimation dynamically. The model combination 

approach is also faster than MLLR due to its lower 
computation complexity.  

6. Conclusion 
In this paper, we presented several approaches for adaptation 
of both acoustic and language models of our spoken data 
transcription system. Although this system was developed 
primarily for the processing of broadcast news programs, we 
showed here that after the process of adaptation, it can be 
applied also for the transcription of parliament sessions.  

The adaptation and the optimization of the lexicon and 
the language model yielded reduction of WER from 32.41 % 
to 27.56 %. After the two-step adaptation of the acoustic 
model, the WER was further reduced on the level 23%. The 
otal time needed for complete two-pass transcription was not 
twice higher than the time needed in the baseline one-pass 
system, because for the adapted system with the Lex155k, 
each transcription pass takes only 65 % of the original 
computation time.  

Our future research will be focused mainly on further 
improvements of the lexicon (e.g. using the current list of 
members of parliament with all names declined) and acoustic 
model (e.g. adaptation to the acoustic environment of large 
halls, extension of number of training speakers). 
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